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Abstract. We are developing a suite of Cognitive Tutor Authoring Tools (CTAT) intended to make tutor development both easier and faster for experienced cognitive modelers and possible for potential modelers who are not experts in cognitive psychology or artificial intelligence programming. Our concrete goal is to experimentally demonstrate a reduction in development time by a factor of three. We are employing Human-Computer Interaction (HCI) methods and Cognitive Science principles, as we have done before, to design development tools that reduce programmer time. Our preliminary analytic and empirical analyses compare use of CTAT with use of our current develop environment and indicate a potential reduction in development time by a factor of about two. These early quantitative results are less important than the specific guidance that such analyses provide as we iteratively converge on demonstrably more cost-effective cognitive tutor development tools.
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Abstract. We are developing a suite of Cognitive Tutor Authoring Tools (CTAT) intended to make tutor development both easier and faster for experienced cognitive modelers and possible for potential modelers who are not experts in cognitive psychology or artificial intelligence programming. Our concrete goal is to experimentally demonstrate a reduction in development time by a factor of three. We are employing Human-Computer Interaction (HCI) methods and Cognitive Science principles, as we have done before, to design development tools that reduce programmer time. Our preliminary analytic and empirical analyses compare use of CTAT with use of our current develop environment and indicate a potential reduction in development time by a factor of about two. These early quantitative results are less important than the specific guidance that such analyses provide as we iteratively converge on demonstrably more cost-effective cognitive tutor development tools. 

1. Need for Reducing the Cost of Behavior Modeling 

The Computer Generated Forces & Behavioral Modeling community has a perceived need for more realistic models of human behavior [19].  There is also a perceived need that it is currently very expensive and time consuming to build cognitive models [18]. As Zachary, Jones and Taylor [25] have pointed out, the community is concerned with the costs of the full lifecycle of Human Behavioral Representations, and not just with the high costs of the initial programming of models.  The early stage of cognitive task analysis, which can used to create a specification for a cognitive model, is also costly and difficult [20, 24]. The stages after initial model construction are also costly; such as detecting errors and verifying specifications [22], maintenance and reuse of components [23, 25].  

There is a recognition that the behavior of computer generated forces could be done better by applying cognitive architectures (e.g., ACT-R [1]) to better model the limitations and strengths of humans [19] but building model in these complicated systems is costly and is usually done only the few people with training in both cognitive modeling an AI programming techniques. We seek to make cognitive modeling cheaper and easier, thereby both reducing costs and enabling individuals who had previously not built models to do so.

1.1 Our Approach to Making Cognitive Modeling Easier and Faster

Our approach to solving these problems is to build a suite of tools that will assist in design, development, implementing, testing, verifying, and maintaining cognitive models. The goals for our tools are to drastically reduce the costs for all of these stages. Specifically, we are shooting for a three-fold reduction in the amount of time required to do these tasks.  We also want to make modeling possible so more people can use modeling in their research and development.

One way our tool is different than other cognitive modeling tools is that we can easily turn a cognitive model into a “model-tracing” intelligent tutoring system (after annotating the model with appropriate pedagogical feedback.)  Model Tracing is a sophisticated plan recognition techniques that infers what a student is trying to do, which therefore enables appropriate tutoring advice to be derived from the cognitive model.  Models build with this approach can be used for tutoring as well as the more traditional role of using the model to simulate synthetic forces to fight against.  Being able to use the same model for tutoring as well as simulation helps to increase the benefits of having built a cognitive model.  Model-Tracing Intelligent Tutoring Systems, called Cognitive Tutors, have demonstrated dramatic improvements in student learning [9] and are being used in over a thousand schools in the US (see www.carnegielearning.com).  Despite the great potential of Intelligent Tutoring System to improve student learning in other areas, development of such systems is currently costly and has been limited to just a few research teams. Such teams currently require PhD level expertise in cognitive task analysis and advanced AI programming to create the cognitive models that drive Cognitive Tutors.


In general, cognitive modeling is challenging and time-consuming even for the few individuals today who have the rare combination of PhD level competence in both cognitive psychology and AI. Currently, it is largely out of reach for many individuals who might like to apply modeling in their research or development. Cognitive modeling challenges include: 1) cognitive task analysis and knowledge acquisition, 2) advanced AI programming, 3) testing and debugging, and 4) extending and scaling up. We have begun to create a development environment that addresses these difficulties. Our goal is to make tutor development both easier and faster for current developers and possible for researchers, trainers, and educators who are not experts in cognitive psychology or AI.

2. Human-Computer Interaction (HCI) Methods & Principles Guiding Design
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Figure 1: The prototype Cognitive Tutor Authoring Tools

3. The Cognitive Tutor Authoring Tools 

The first step in building a cognitive model is to understand what the task is that the humans are trying to solve.  The Cognitive Task Analysis methodology is a useful place to start.  In order to do the task analysis we need an interface in which the human can perform the task.  Though cognitive task analysis does not require the interface to be a computer interface, our tools will only be helpful if the task can be represented with a computer interface.  Therefore, the first tool a cognitive modeler needs to use is a tool that creates an interface in which the task can be performed.  


Our rapid development environment, illustrated in Figure 1, consists of the following tools: 

· An Intelligent GUI Builder, whose windows are shown in the top-left of Figure 1, can be used to create a graphical user interface (GUI) in which the modeler can then demonstrate how to carry out the task to be modeled. A simple example of a running interface
 (for a Gunnery Task) created with this tool is shown in the top middle of Figure 1. Use of this interface automatically creates parts of the cognitive model.

· A Behavior Recorder (top right), which records solution paths through a given problem scenario, as the modeler demonstrates these paths in the GUI.

· A WME Editor and a Production Rule Editor, dedicated editors used to implement the production rules that model the demonstrated paths (bottom left and bottom middle).

· A debugging tool called the Cognitive Model Visualizer, which has two windows shown in the bottom right (“Conflict Tree” and “Rule Instantiation”).

3.1. Interface Development and Cognitive Task Analysis

A crucial first step in building a computational model of human behavior is to study how humans perform tasks in the domain of interest, with a particular focus on the interface or environment in which those tasks are performed [2]. Here we construe the term “interface” broadly to include not only computer interfaces, but also paper, the physical environment, and interactions with other people, whether it is the real target interface (e.g., airplane cockpit and communications) or a training interface (e.g., a simulator). Our goal is to support rapid prototyping of new instructional or training interfaces as well as connect with existing simulations via common protocol standards (e.g., via the High Level Architecture [17] or [10]). A key feature of our authoring architecture is an Intelligent GUI Builder that supports modelers in creating, in a day or less, a GUI in which the task can be performed [c.f., 13]. Our GUI Builder extends a fully featured commercial GUI builder (Metrowerks CodeWarrior) by adding functionality such that the elements of a newly-created interface automatically communicate their identity and behavior to the other tools. Using the GUI Builder, an author can create a GUI by dragging intelligent GUI widgets from the “Component Palette” (top, second window from the left) and dropping them onto the GUI being constructed (top-left window).


Once an author has created an interface or plugged in an existing one, the interface can be used for cognitive task analysis and eventually to collect think-aloud protocols [8]. As students or experts demonstrate a solution of a given problem scenario, a tool called the Behavior Recorder automatically records their actions in a problem space diagram. In Figure 1, the Behavior Recorder is shown in the top right window. The nodes (i.e., square boxes) in the graph represent the states of the interface. The arrows represent state changes due to actions taken by the user, both correct actions and actions that represent wrong or sub-optimal behavior (marked as such).


The Behavior Recorder allows the author to roll back a problem solution to an earlier state and consider what alternative actions might have been taken at that point. Alternative courses of action are rendered as alternative paths through the diagram. In the behavior diagram recorded in Figure 1, there are multiple different paths through the problem scenario, which the cognitive model being constructed will need to cover.

3.2. Cognitive Model Development, Implementation and Debugging

Having demonstrated solutions to a few well-chosen example problems, the next step is for the developer to elaborate and generalize the initial code base and create a cognitive model that can handle a general class of problems. The Production Rule Editor and the WME Editor are key tools in this process.


Production rules are written in TDK [3], a language based on ACT-R [1] that has both object-oriented as well as production system features and is optimized for creating model-tracing cognitive tutors [2]. (Note: We have just recently ported the system to also support the more common JESS [26] production rule system.  JESS is based upon the well-documented CLIPS [27] production rule system). The tools provide assistance when writing production rules. When the author is ready to write a rule, he or she starts by indicating in the Behavior Recorder diagram which action (or state transition) the rule should implement. Because the system has a record of the values of slots in working memory elements in the states before and after the given transition, the system can make a reasonably accurate, though incomplete, suggestion of what an instantiated production rule should look like to produce that transition. According to the principle of user-guided generalization, it is then up to the human author to perform the non-obvious generalizations from these concrete rule instances. He or she does so by editing the instantiated rule to create a generalized version. A dedicated tool called the Production Rule Editor helps with this generalization process and is shown in its initial state in Figure 1 (bottom center). It combines features of a structured editor with wizards designed to support the various subtasks of the rule generalization process.

The Production Rule Editor is designed to make implementing rules easier, faster, and less prone to error. However, given estimates that programmers spent only about one sixth of their time actually coding, about one third of their time planning, and over half of their time testing and debugging [6], the proposed tools are designed to address these time-consuming tasks as well. Because the Behavior Recorder diagram is a partial specification of how the production rule model should behave, it significantly aids in the debugging process. It can be used to make sure that a given production rule does indeed implement the desired action (i.e., causes the intended state transition in the diagram). Normally, programming environments cannot provide assistance of this type, because they do not know what the program under construction is supposed to do. Empirical studies have shown the most difficult part of debugging is error localization, that is, finding where an error has occurred [15]. The Behavior Recorder can assist modelers in error localization by running the model up to the last point(s) in the solution space record where the model is performing correctly. As mentioned, the Behavior Recorder is able to offer this support because the modeler has already demonstrated his or her intent earlier in the process.


A tool called the Cognitive Model Visualizer provides further support for error localization by displaying a dynamic view of a cognitive model as it is run on a given problem. The tool shows a tree diagram of alternative production rule paths that are explored by the production rule interpreter as it considers what to do next. For example, the “Conflict Tree” window in Figure 1 (bottom right) shows two different paths of productions that could have just fired. Further, the Cognitive Model Visualizer allows the author to view the model's search process and initiate “why not?” analyses to understand what the model can do and why it is not doing what is expected. The “Rule Instantiation” window (Figure 1, bottom right) is used in “why not?” analyses to find what part of a rule is matching and what part is not.

3.3. Testing, Validation & Verification: Behavior Recorder as Partial Specification

For all the advantages that production rule models have [1], it can be difficult to understand the behavior of a production rule model just by looking at the code [4]. Validation and verification of models tends to be costly. Extensions to the production rule model to make it work on new problems sometimes cause it to fail on problems on which it worked previously. To prevent this regression, the modeler must frequently run the model on a set of representative test scenarios. The Behavior Recorder addresses this issue and makes this form of regression testing far less time-consuming then if it were done by hand. Since Behavior Recorder diagrams are specifications of how the model should behave on a problem, they can be used for automated testing. CTAT provides feedback like “Due to the latest production rule changes, five more steps are now modeled correctly. However, two steps are no longer modeled correctly.” The Behavior Recorder indicates which actions are modeled correctly by the system and which ones are not, by running the model and marking the arrows in the diagram in red or green. In this way, the author is able to see how changes in the production rules effect the overall performance of the model.


In proposing time-saving enhancements to a programming environment, one must avoid playing a shell game, reducing time in one area of program design, development or testing, but unwittingly increasing time in another. Although use of the Behavior Recorder may appear to be adding steps that are not necessary in other approaches to cognitive modeling, this is not the case. The behavior recorded encourages the author to specify the behavior of their desired program before writing any code. Because CTAT knows what the author expects, it can automatically test to see if the code performs as expected. What we have done is to move aspects of testing before coding rather than after. This move has three positive consequences. First, it encourages the modeler to more carefully plan and document model objectives prior to coding and thus should reduce errors and blind allies. Second, it provides the system with data on model objectives that can be used to automate creation of aspects of the model. It does so without adding any new steps (just moving them from after coding to before) and other steps are eliminated. Third, the test cases are being automatically recorded so that they can be used in automated testing.
4. Preliminary Empirical and Analytic Evaluations to Guide Design

As we design CTAT, we are also developing a theoretical rationale for why it should reduce development time. This rationale is summarized in the principles described above and it guides both our design and evaluation. Our preliminary analytic and empirical evaluations were intended to test our current design and to guide further design. We compared our existing modeling tools, an environment called TDK [3], to both 1) the initial CTAT environment we have created in the first four months of the project and 2) a preliminary redesign of CTAT that was not implemented at the time of this initial evaluation. The control condition is no strawman, because TDK has been used for over a decade to create many large-scale cognitive tutors used by thousands of students. However, the current analysis is preliminary in that it focuses on small subtasks in the modeling process, carried out by experienced modelers.

4.1. Preliminary Analytic Evidence for Affordability: A Key Stroke Level Analysis

Our preliminary analysis of CTAT used a method called the Keystroke Level Model (KLM) [7]. KLM is a way of estimating the time required for expert performance on routine tasks in a computer interface. The analyst creates a detailed specification of the task at the level of keystrokes, pointing and clicking with the mouse, homing the hands on the mouse or keyboard, and the mental preparation for such actions. The total time required to complete the task is then estimated as the sum of the number of operations in each of those four categories, multiplied by an estimated average time for the given type of operations. For example, a mouse pointer move takes about 1.1 seconds. Time estimates derived from KLM correlate well with expert performance times [7].


We focus on three commonly-occurring modeling tasks related to three different stages of model building, namely (1) creating the initial configuration in working memory for a problem scenario, (2) writing a production rule of medium complexity, and (3) debugging why a rule that was expected to fire did not. We created simplified KLMs for the steps involved in each subtask carried out in the three different development environments: TDK, current CTAT, and future CTAT. The time estimates derived from the models are shown in Table 1. The reported times are under estimates, since, for the sake of simplicity, the models we created do not account for the mental operations. We are assuming, possibly incorrectly, that the mental operations are roughly equivalent across the three systems.


The KLM analysis predicts that the current CTAT will reduce the time needed to create an initial working memory configuration by a factor of 2.3. This estimated reduction is promising especially if one considers that the time reported for CTAT includes not only the creation of initial structure in working memory but also a GUI and a demonstrated solution. This work is likely to lead to further savings in other steps. The current CTAT led to more modest predicted savings in the debugging task and no savings in the task of writing a production rule. However, the results in the future CTAT column indicate significant savings in debugging, where programmers spend much of their time. 


These preliminary results illustrate how KLM can be used to improve a design. KLM helps in isolating parts of the system worth attention. For example, looking at the KLM model one can readily see where there is a high density of mouse pointer moves, which are the most time-consuming operations. Redesign efforts can focus there. KLM is also useful for evaluating and modifying designs before wasting time implementing inefficient features. Finally, KLM illustrates how the “devil is in the details.” The significant savings afforded by the future CTAT design are due to many small changes in the design, rather than to a single crucial feature change.

Table 1: Results of a preliminary evaluation of CTAT using Keystroke Level Models: estimates of the time (in seconds) spent at the keystroke level for three commonly-occurring modeling tasks

	
	TDK
	Current CTAT 
	Future CTAT 

	Initialization  
	209.3
	90.6
	(90.6)

	Writing rule  
	203.1
	207.3
	130.1

	Debugging  
	39.3
	30.8
	12.5


4.2. Preliminary Empirical Evidence for Affordability: A User Case Study

In addition to the KLM analysis presented above, we conducted a preliminary empirical analysis comparing the amount of time it took to complete a modeling task with the existing TDK and the current preliminary version of CTAT. We focused on modeling a small portion of a gunnery training domain (shown in Figure 1), taken from the specification created by the early CTAT user. The task was to implement, test, and debug a working memory representation of the problem scenario and a single production rule. One of the authors completed this task in 50 minutes using TDK. He then did the same task using CTAT, this time taking only 15 minutes to complete it. Finally, to address the possibility of confounding effects due to learning, the same author re-did the task using the TDK tools. This time he needed 30 minutes, which was still twice as long as it took using CTAT.


The data in Table 2 are consistent with Brooks' claim, discussed above, that testing and debugging takes about half a programmer’s time. Table 2 shows that the majority of time savings occurred at the debugging stage. Consistent with the results of the KLM analysis, the time savings were not due to faster creation of production rules, although as mentioned, we do anticipate savings in this area in the future. We attribute the cost reductions at the debugging stage to three causes. First, the Behavior Recorder made it easier to see when the model was working and when it was not. Second, although the time needed to implement a rule using CTAT was the same as the time needed using the old TDK tools, the errors in the rule written with CTAT were easier to locate. Third, the Cognitive Model Visualizer is a superior debugging tool than the older debugging function. We anticipate that we can show further savings as we continue to develop the tools and scale up to larger evaluation studies where the automatic testing features should be particularly useful.

Table 2: The minutes spent on various sub-tasks for each trial in a preliminary empirical evaluation of CTAT.

	
	1. TDK
	2. CTAT 
	3. Redo TDK

	Initialization
	10
	5
	8

	Writing Rule
	12
	5
	5

	Testing & Debugging
	28
	5
	17

	Total 
	50
	15
	30


5. Conclusion

CTAT integrates cognitive task analysis, knowledge acquisition, and model building to yield efficiencies. Overlapping aspects of these activities can be done once rather than repeated by both a psychologist and a model programmer. While the psychologist is using the Behavior Recorder in task analysis, he or she is already creating elements of the model. The programmer can pick up from where the psychologist left off. In addition, less expensive staff than cognitive scientists or programmers can perform aspects of the modeling task, like building interfaces and demonstrating solutions.


CTAT will be successful if we can demonstrate that it can substantially reduce development time while maintaining or increasing system quality. Current estimates are that it takes 100-1000 hours of development for one hour of ITS instruction [14]. Our goal is to reduce this time by at least a factor of three. We presented preliminary evidence that CTAT, even in its early stage of development, may substantially reduce the time needed to build and test cognitive models and tutors. More detailed disaggregation of our analytic and empirical results will provide specific guidance for where redesign efforts are most likely to yield further cost savings.


A further criterion for success is that the tools make the cognitive tutor development feasible for a much larger range of developers and also a much broader range of education and training domains. We intend to frequently place the tools in the hands of novice tutor builders. Such dissemination will allow us to observe whether the tools are easy to learn, to do the usability studies needed to get the HCI right, and to build a community of users. We also plan to conduct experiments to document the reduction in development time afforded by the tools, for both expert and novice developers. By using HCI methods to design better development tools, we believe intelligent tutor development can be made significantly more affordable, both easier to learn for novices and faster for experienced modelers. 
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� This interface for a gunnery task was built by Ronnie Soles of the Naval Air Systems Command during an annual summer school held at CMU to help people learn to build cognitive tutors.  This interface is one that was designed with the intent that it be hooked up to a simulation environment.  





